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Unigenes

Each	UniGene	entry	is	a	set	of	transcript	sequences	that	appear	to	come	from	the	same	
transcription	locus	(gene	or	expressed	pseudogene),	together	with	information	on	protein	
similarities,	gene	expression,	cDNA	clone	reagents,	and	genomic	location.



Digital	Differential	Display

Difference	is	tested	by	Fisher	Exact	Test



Fisher	exact	test

Probability	of	obtaining	any	such	set	of	values	is	given	by	the	
hyper	geometric	distribution:



systems have already been applied for 
this purpose. The Helicos Biosciences 
tSMS system has not yet been used for 
published RNA-Seq studies, but is also 
appropriate and has the added advantage 
of avoiding amplification of target cDNA. 
Following sequencing, the resulting reads 
are either aligned to a reference genome 
or reference transcripts, or assembled 
de novo without the genomic sequence 
to produce a genome-scale transcription 
map that consists of both the transcrip-
tional structure and/or level of expression 
for each gene.

Although RNA-Seq is still a technology 
under active development, it offers several 
key advantages over existing technologies 
(TABLE 1). First, unlike hybridization-based 
approaches, RNA-Seq is not limited to 
detecting transcripts that correspond 
to existing genomic sequence. For 

example, 454-based RNA-Seq has been 
used to sequence the transcriptome of 
the Glanville fritillary butterfly27. This 
makes RNA-Seq particularly attractive 
for non-model organisms with genomic 
sequences that are yet to be determined. 
RNA-Seq can reveal the precise location 
of transcription boundaries, to a single-
base resolution. Furthermore, 30-bp short 
reads from RNA-Seq give information 
about how two exons are connected, 
whereas longer reads or pair-end short 
reads should reveal connectivity between 
multiple exons. These factors make RNA-
Seq useful for studying complex tran-
scriptomes. In addition, RNA-Seq can also 
reveal sequence variations (for example, 
SNPs) in the transcribed regions22,24.

A second advantage of RNA-Seq 
relative to DNA microarrays is that 
RNA-Seq has very low, if any, background 

signal because DNA sequences can 
been unambiguously mapped to unique 
regions of the genome. RNA-Seq does 
not have an upper limit for quantifica-
tion, which correlates with the number 
of sequences obtained. Consequently, 
it has a large dynamic range of expres-
sion levels over which transcripts can be 
detected: a greater than 9,000-fold range 
was estimated in a study that analysed 16 
million mapped reads in Saccharomyces 
cerevisiae18, and a range spanning five 
orders of magnitude was estimated for 
40 million mouse sequence reads20. By 
contrast, DNA microarrays lack sensitivity 
for genes expressed either at low or very 
high levels and therefore have a much 
smaller dynamic range (one-hundredfold 
to a few-hundredfold) (FIG. 2). RNA-Seq 
has also been shown to be highly accurate 
for quantifying expression levels, as deter-
mined using quantitative PCR (qPCR)18 and 
spike-in RNA controls of known concentra-
tion20. The results of RNA-Seq also show 
high levels of reproducibility, for both 
technical and biological replicates18,22. 
Finally, because there are no cloning steps, 
and with the Helicos technology there is 
no amplification step, RNA-Seq requires 
less RNA sample.

Taking all of these advantages into 
account, RNA-Seq is the first sequencing-
based method that allows the entire 
transcriptome to be surveyed in a very 
high-throughput and quantitative man-
ner. This method offers both single-base 
resolution for annotation and ‘digital’ 
gene expression levels at the genome scale, 
often at a much lower cost than either 
tiling arrays or large-scale Sanger EST 
sequencing.

Challenges for RNA-Seq
Library construction. The ideal method 
for transcriptomics should be able to 
directly identify and quantify all RNAs, 
small or large. Although there are only 
a few steps in RNA-Seq (FIG. 1), it does 
involve several manipulation stages dur-
ing the production of cDNA libraries, 
which can complicate its use in profiling 
all types of transcript.

Unlike small RNAs (microRNAs  
(miRNAs), Piwi-interacting RNAs (piRNAs), 
short interfering RNAs (siRNAs) and many 
others), which can be directly sequenced 
after adaptor ligation, larger RNA mol-
ecules must be fragmented into smaller 
pieces (200–500 bp) to be compatible 
with most deep-sequencing technologies. 
Common fragmentation methods include 
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Figure 1 | A typical RNA-Seq experiment. Briefly, long RNAs are first converted into a library of cDNA 
fragments through either RNA fragmentation or DNA fragmentation (see main text). Sequencing 
adaptors (blue) are subsequently added to each cDNA fragment and a short sequence is obtained from 
each cDNA using high-throughput sequencing technology. The resulting sequence reads are aligned 
with the reference genome or transcriptome, and classified as three types: exonic reads, junction reads 
and poly(A) end-reads. These three types are used to generate a base-resolution expression profile for 
each gene, as illustrated at the bottom; a yeast ORF with one intron is shown.

PERSPECT IVES

58 | JANUARY 2009 | VOLUME 10  www.nature.com/reviews/genetics

��)''0�DXZd`ccXe�GlYc`j_\ij�C`d`k\[%�8cc�i`^_kj�i\j\im\[

RN
A-seq

analysis	w
orkflow

Nat	Rev	Genet.	2009	Jan;10(1):57-63.	

Library	
construction

Sequencing
Alignm

ent
Assess	gene	
expression



Roadmap	for	RNA-seq computational	analyses

Conesa	et	al.	Genome	Biology	(2016)	17:13



Statistical	power	to	detect	differential	expression



http://regulatorygenomics.upf.edu/Software/RNA-Seq_and_splicing/
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Types	of	alignment	used	for	assessing	gene	expression

Assess	gene	expression	based	on	the	number	of	reads	obtained	for	each	gene:

a. NO	REFERENCE	GENOME

b. Reads	are	aligned	to	a	REFERENCE	GENOME

Assembled transcript

Exon 2

Aligned reads
(gapped alignment)

Reference genome
Exon 1 Exon 3

Assembly Use	assembled	
transcript	as	

reference	for	read	
mapping



Analysis	of	RNA-seq data	by	mapping	to	transcriptome

1. The	approach	can	be	applied	to	species	without	genomic	sequence	
available

2. de	novo assembly	of	RNA-seq data	is	usually	applied	to	reconstruct	
transcriptomes

3. If	available,	ESTs	and	full-length	cDNA sequences	can	be	used	as	
reference

Software	for	de	novo assembly
Trinity
SOAPdenovo-Trans
OASES
TransABySS



de	novo transcriptome assembly
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complexity of overlaps between variants. Finally, Butterfly (Fig. 1c) 
analyzes the paths taken by reads and read pairings in the context of 
the corresponding de Bruijn graph and reports all plausible transcript 
sequences, resolving alternatively spliced isoforms and transcripts 
derived from paralogous genes. Below, we describe each of Trinity’s 
modules.

Inchworm assembles contigs greedily and efficiently
Inchworm efficiently reconstructs linear transcript contigs in six steps 
(Fig. 1a). Inchworm (i) constructs a k-mer dictionary from all sequence 
reads (in practice, k = 25); (ii) removes likely error-containing k-mers 
from the k-mer dictionary; (iii) selects the most frequent k-mer in the 
dictionary to seed a contig assembly, excluding both low-complexity 

For transcriptome assembly, each path in the graph represents a possible 
transcript. A scoring scheme applied to the graph structure can rely on 
the original read sequences and mate-pair information to discard non-
sensical solutions (transcripts) and compute all plausible ones.

Applying the scheme of de Bruijn graphs to de novo assembly of 
RNA-Seq data represents three critical challenges: (i) efficiently con-
structing this graph from large amounts (billions of base pairs) of raw 
data; (ii) defining a suitable scoring and enumeration algorithm to 
recover all plausible splice forms and paralogous transcripts; and (iii) 
providing robustness to the noise stemming from sequencing errors 
and other artifacts in the data. In particular, sequencing errors would 
introduce a large number of false nodes, resulting in a massive graph 
with millions of possible (albeit mostly implausible) paths.

Here, we present Trinity, a method for the 
efficient and robust de novo reconstruction of 
transcriptomes, consisting of three software 
modules: Inchworm, Chrysalis and Butterfly, 
applied sequentially to process large volumes 
of RNA-Seq reads. We evaluated Trinity on 
data from two well-annotated species—one 
microorganism (fission yeast) and one mam-
mal (mouse)—as well as an insect (the whitefly 
Bemisia tabaci), whose genome has not yet been 
sequenced. In each case, Trinity recovers most 
of the reference (annotated) expressed tran-
scripts as full-length sequences, and resolves 
alternative isoforms and duplicated genes, per-
forming better than other available transcrip-
tome de novo assembly tools, and similarly to 
methods relying on genome alignments.

RESULTS
Trinity: a method for de novo 
transcriptome assembly
In contrast to de novo assembly of a genome, 
where few large connected sequence graphs 
can represent connectivities among reads 
across entire chromosomes, in assembling 
transcriptome data we expect to encounter 
numerous individual disconnected graphs, 
each representing the transcriptional com-
plexity at nonoverlapping loci. Accordingly, 
Trinity partitions the sequence data into these 
many individual graphs, and then processes 
each graph independently to extract full-
length isoforms and tease apart transcripts 
derived from paralogous genes.

In the first step in Trinity, Inchworm 
assembles reads into the unique sequences of 
transcripts. Inchworm (Fig. 1a) uses a greedy 
k-mer–based approach for fast and efficient 
transcript assembly, recovering only a single 
(best) representative for a set of alternative 
variants that share k-mers (owing to alterna-
tive splicing, gene duplication or allelic varia-
tion). Next, Chrysalis (Fig. 1b) clusters related 
contigs that correspond to portions of alterna-
tively spliced transcripts or otherwise unique 
portions of paralogous genes. Chrysalis then 
constructs a de Bruijn graph for each cluster 
of related contigs, each graph reflecting the 
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Figure 1  Overview of Trinity. (a) Inchworm assembles the read data set (short black lines, top) by 
greedily searching for paths in a k-mer graph (middle), resulting in a collection of linear contigs (color 
lines, bottom), with each k-mer present only once in the contigs. (b) Chrysalis pools contigs (colored 
lines) if they share at least one k – 1-mer and if reads span the junction between contigs, and then it 
builds individual de Bruijn graphs from each pool. (c) Butterfly takes each de Bruijn graph from Chrysalis 
(top), and trims spurious edges and compacts linear paths (middle). It then reconciles the graph with 
reads (dashed colored arrows, bottom) and pairs (not shown), and outputs one linear sequence for each 
splice form and/or paralogous transcript represented in the graph (bottom, colored sequences).
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In the S. pombe data set, nearly all (91%, 
4,600/5,064) reference protein-coding 
sequences exist in the Oracle Set (25-mer 
dictionary, 154 M paired-reads), as almost all 
encoded transcripts (98%) are expressed in the 
measured conditions (s 0.5 fragments per tran-
script kilobase per million fragments mapped 
(FPKM)), consistent with previous studies in 
yeasts5,17,18. When reducing the coverage by 
random sub-sampling, the size of the Oracle Set 
is saturated at 50 M paired reads (4,494/5,064, 
Supplementary Fig. 1 ), which we chose as our 
subsequent benchmarking set.

Trinity recovered most S. pombe 
transcripts
From the 50 M pairs of reads, Trinity fully 
reconstructed 86% of annotated transcripts 
(4,338/5,064, Supplementary Table 1 ) at 
full length, including 94% of the stringently 
defined oracle transcripts (4,218/4,494). Of the 
276 oracle transcripts not fully reconstructed, 
90 (33%) are reconstructed over at least 90% of 
their length, and 177 (64%) are reconstructed 
over at least 50% of their length.

Overall, Trinity generated 27,841 linear 
contigs longer than 100 bases, grouped into 
23,232 components (Supplementary Note). 
Only 2,454 of the 27,841 Trinity contigs did 
not align to the genome using GMAP19. Of 
those, 30% match a Uniref90 (ref. 20) protein 
(BLASTX Ec10�10), almost invariably (90%) a 
Schizosaccharomyces protein, and likely reflect 
assemblies with error-rich reads.

Trinity reconstructs full-length transcripts across a broad range of 
expression levels and sequencing depths (Fig. 2). For example, it accu-
rately captured the full-length transcript of 71% of genes from the second 
quintile (5–10%), and had full-length coverage of 81–95% of annotated 
transcripts in the remaining quintiles (Fig. 2a). Considering both full-
length and partial reconstructions, Trinity reconstructed a large fraction 
of the bases in each transcript (Fig. 2b).

In many cases, Trinity accurately resolved the sequences of closely 
related paralogous transcripts. Out of 77 gene families containing 
185 paralogs21, Trinity recovered at full length all members of 33 families 
(68 genes), at least one member from an additional 33 families (46 genes 
found, 45 genes missing), and missed all 26 genes in the remaining 11 
families, often involving genes not highly expressed. Some of the most 
highly expressed transcripts in S. pombe are derived from paralogous 
genes with very similar sequences (e.g., those encoding ribosomal pro-
teins21), yet were resolved by Trinity.

Extended UTRs and long anti-sense transcripts in S. pombe
Compared to the existing annotation, Trinity extended the 5b�untrans-
lated region (UTR) of 312 transcripts (median extension, 80 bp; average, 
176 bp), and the 3b UTR of 543 transcripts (median, 72 bp; average, 172 
bp) (Supplementary Fig. 2a,b). It also found 3,726 previously unanno-
tated 5b UTRs (median length, 183 bp; average length, 288 bp), and 3,416 
3b UTRs (median length, 272 bp; average length, 397 bp).

Trinity identified 2,319 transcripts at 1,235 intergenic loci as 
novel transcribed sequences (Fig. 3a) and 612 long antisense tran-
scripts that covered >75% of the length of the corresponding sense 

RNA-Seq of Schizosaccharomyces pombe
We first generated RNA-Seq data from the fission yeast S. pombe. The 
S. pombe transcriptome12 has relatively substantial splicing for a eukary-
otic microorganism, with short introns (mean intron length = 80.6 bp) 
and dense transcripts (mean intergenic region = 938 bp based on coding 
genes only). To maximize transcript coverage, we pooled ~154 million 
pairs of strand-specific13,14, 76-base Illumina read sequences from four 
biological conditions: mid-log growth, growth after all glucose has been 
consumed, late stationary phase and heat shock15.

Sensitivity limit for full-length reconstruction
We next estimated the upper sensitivity limit for which annotated 
transcripts can possibly be perfectly reconstructed given a particular 
data set of sequences. Any assembly approach based on a particular 
k-length oligomer is limited to those sequences that are represented 
by the exact k-mer composition of the RNA-Seq read set. To deter-
mine this empirical upper sensitivity limit, we built a k-mer dictionary 
from all the reads and identified all known reference protein-coding 
sequences that are reconstructable to full length given the read set, as 
those sequences that can be populated by adjacent and overlapping 
k-mers across their entire length. We call this set of sequences the 
‘Oracle Set’. Because this set also contains transcript sequences that 
are covered by k-mers, but not entire reads, some transcripts will 
appear reconstructable but are not. Conversely, the Oracle Set reflects 
only annotated known genes and known isoforms, which are likely 
an underestimate, especially in mammals16. Nevertheless, the Oracle 
Set provides a useful sensitivity benchmark.
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Figure 3  Trinity improves the yeast annotation. Shown are examples of Trinity assemblies (red) along 
with the corresponding annotated transcripts (blue) and underlying reads (gray) all aligned to the 
S. pombe genome (read alignment is shown for graphical clarity; no alignments were used to generate the 
assemblies). (a) Trinity identifies a new multi-exonic transcript (left) and extends the 5b and 3b UTRs of 
the coq9 gene (right). (b) Trinity extends the UTRs of two convergently transcribed and overlapping genes.
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De novo assembly of the whitefly transcriptome
In the absence of a sequenced genome, de novo assembly of RNA-Seq 
is the only viable option to study the transcriptomes of most organisms 
to date. For example, although the highly diverse class Insecta contains 
several key model organisms, it is not densely covered by high-quality 
draft genome sequences. In addition, insect transcriptomes exhibit com-
plex alternative splicing patterns28. The whitefly B. tabaci is one such 
example; the genome was not sequenced, and the RNA-Seq samples are 
genetically polymorphic, as they are derived from a mixture of individu-
als from an outbred population28.

methods except Scripture (4.37 tiers per gene) and trans-ABySS (5.08 
tiers per gene). In mouse, the performance of Trinity (31,706 contigs 
map to 11,334 genes, 2.05 tiers per gene on average) is similar to that of 
all other methods except trans-ABySS (111,000 contigs, 10,685 genes, 
5.93 tiers). The large numbers of Trans-ABySS transcripts covering 
similar regions of loci is not reflected in the number of distinct splicing 
patterns, indicating that multiple similar transcript sequences are being 
generated at individual loci, rather than many different splice isoforms. 
ABySS alone, although lacking the higher sensitivity of Trans-ABySS, 
reports a smaller number of contigs (~1 transcript tier per locus).
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Figure 6  Trinity reconstructs polymorphic transcripts in whitefly. (a) Allelic variation evident from mapping RNA-Seq reads to a full-length whitefly transcript 
reconstructed by Trinity. At the top is a schematic of a single transcript orthologous to the Drosophila melanogaster Lamin gene Lam, identified by grouping 
reconstructed transcripts having allelic variants (colored yellow). Gray coverage plot shows cumulative read coverage along the transcripts. SNPs are marked 
with colored bars and scaled based on the relative proportions of each variant (blue: C, red: T, orange: G, green: A). Individual reads are shown below 
coverage plot (forward reads, blue; reverse, red). (b) Comparison of performance for de novo assembly of the whitefly transcriptome. The y axis is a count 
of the unique top-matching (BLASTX) uniref90 (ref. 20) protein sequences aligned Trinity transcripts across a minimal percent of their length. (c) Example 
of two alternatively spliced transcripts resolved even in the absence of a reference genome. Shown are two isoforms of an ELAV-like gene reconstructed by 
Trinity (gray boxes indicate alternative exons). Exon structure is determined for visualization by the D. melanogaster ortholog. The protein sequence alignment 
shows the similarity between the two whitefly isoforms and orthologous proteins from other insects, and it confirms the splice variants (gray boxes).
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Alignment	to	transcriptome assembly

RSEM	- RNA- Seq by	
Expectation	Maximization

Can	use	transcriptome
assembly	as	reference

1)	read	counts/transcript;	
2)	estimated	fraction	of	transcripts	
made	up	by	a	given	isoform	or	
gene	(range:	0	- 1)
3)	Can	be	analyzed	using	
DESeq/EdgeR

approach is to supply a FASTA-formatted file of tran-
script sequences. For example, such a file could be
obtained from a reference genome database, a de novo
transcriptome assembler, or an EST database. Alterna-
tively, using the –gtf option, a gene annotation file

(in GTF format) and the full genome sequence (in
FASTA format) may be supplied. For commonly-studied
species, these files may be easily downloaded from data-
bases such as the UCSC Genome Browser Database [26]
and Ensembl [27]. If the quality of existing gene annota-
tions is in question, one can use a reference-based
RNA-Seq transcriptome assembler, such as Cufflinks
[28], to provide an improved set of gene predictions in
GTF format. When gene-level abundance estimates are
desired, an additional file specifying which transcripts
are from the same gene may be specified (via the
–transcript-to-gene-map option), or, if a GTF
file is provided, the “gene_id” attribute of each transcript
may be used to determine gene membership. With
either method of specifying transcripts, RSEM generates
its own set of preprocessed transcript sequences for use
by later steps. For poly(A) mRNA analysis, RSEM will
append poly(A) tail sequences to reference transcripts to
allow for more accurate read alignment (disabled with
–no-polyA). The scripts for preparing the reference
sequences need only be run once per reference tran-
scriptome as the transcript sequences are preprocessed
in a sample-independent manner.

Read mapping and abundance estimation
The rsem-calculate-expression script handles
both the alignment of reads against reference transcript
sequences and the calculation of relative abundances. By
default, RSEM uses the Bowtie alignment program [29]
to align reads, with parameters specifically chosen for
RNA-Seq quantification. Alternatively, users may manu-
ally run a different alignment program and provide
alignments in SAM format [30] to rsem-calculate-
expression.
When using an alternative aligner, care must be taken

to set the aligner parameters appropriately so that RSEM
may provide the best abundance estimates. First, and
most critically, aligners must be configured to report all
valid alignments of a read, and not just a single “best”
alignment. Second, we recommend that aligners be con-
figured so that only matches and mismatches within a
short prefix (a “seed”) of each read be considered when
determining valid alignments. For example, by default,
RSEM runs Bowtie to find all alignments of a read with
at most two mismatches in its first 25 bases. The idea is
to allow RSEM to decide which alignments are most
likely to be correct, rather than giving the aligner this
responsibility. Since RSEM uses a more detailed model of
the RNA-Seq read generation process than those used by
read aligners, this results in more accurate estimation.
Lastly, in order to reduce RSEM’s running time and
memory usage, it is useful to configure aligners to sup-
press the reporting of alignments for reads with a large
number (e.g., > 200) of valid alignments.

Read 
alignments
(SAM/BAM)

Transcript 
sequences
(FASTA)

Genome 
sequences and  
gene annotation

(FASTA,GTF)

OR

rsem-
prepare-
reference

RNA-Seq reads
(FASTA/
FASTQ)

RSEM 
references

Gene/isoform 
abundance 

estimates and 
credibility 
intervals

Probabilistically-
weighted 

alignments 
(BAM)

rsem-
bam2wig

Expected read 
count distribution 
(UCSC Wiggle)

User-
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read 
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simulate-

reads

Sequencing 
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Model parameter 
diagnostic plots

(PDF)
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plot-
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Figure 1 The RSEM software workflow . The standard RSEM
workflow (indicated by the solid arrows) consists of running just
two programs (rsem-prepare-reference and rsem-
calculate-expression), which automate the use of Bowtie
for read alignment. Workflows with an alternative alignment
program additionally use the steps connected by the dashed
arrows. Two additional programs, rsem-bam2wig and rsem-
plot-model, allow for visualizing the output of RSEM. RNA-Seq
data can also be simulated with RSEM via the workflow indicated
by the dotted arrows.

Li and Dewey BMC Bioinformatics 2011, 12:323
http://www.biomedcentral.com/1471-2105/12/323
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Alignment	to	genome

1. RNA-seq data	can	be	aligned	to	a	genome

2. To	reconstruct	alternative	isoforms

3. To	annotate	genome

4. To	assess	level	of	gene	expression

Exon 2

Aligned reads
(gapped alignment)

Reference genome
Exon 1 Exon 3



Spliced	alignments:	RNA	vs.	genome	(Scripture)

Annotation	of	gene	structure



Alignment	of	reads	to	multiple	locations	in	genome

1. Majority	of	reads	do	not	align	to	single	location	in	genome	(paralogs,	

segmental	duplications,	shared	domains)

2. This	can	bias	results	of	expression	analysis	(under-,	over-estimation)

3. This	read	can	be	excluded	from	analyses

4. Alternatively,	“read	assignment	uncertainty”	can	be	modeled	

(CuffDiff2)



Assess	gene	expression

Gene	expression	can	be	summarized	using

• Read	counts

• Log-normalized	counts	per	million

• Transformed	quantities	
RPKM	(Reads	Per	Kilobase per	Million	mapped	reads)
FPKM	(Fragments	Per	Kilobase per	Million	mapped	reads)



Assess	gene	expression	using	mapped	reads



RPKM	– A	Simple	Normalization

• Different	numbers	of	counts	per	sample	
(sequencing	depth)

• Divide	counts	in	a	region	of	interest	(a	
genomic	region	or	a	gene	or	an	exon)	by	all	
counts	(reads	per	million	reads	-RPM)

• Genes	have	different	lengths:	divide	also	by	
length	of	gene	

• Obtain	RPKM	(reads	per	kilobase of	exon	per	
million	reads)	or	FPKM	(fragments/kb/Mr)



Using	read	counts	to	measure	gene	expression

1. Count	data	cannot	be	analyzed	using	standard	methods	developed	for	
microarrays

2. Read	count	data	(Ygi)	is	modeled	as	negative	binomial	distribution	(shape	is	
defined	by	mean	and	variance)

3. Significance	is	tested	using	exact	test	(like	Fisher	exact	test)	or	LRT	(after	fitting	
negative	binomial	GLM)

for	gene	g and	sample	i.	
Mi is	the	library	size	(total	number	of	reads),	
ϕg is	the	dispersion
pgj is	the	relative	abundance	of	gene	g in	
experimental	group	j	
NB	parameterization	– mean	μgi=Mipgj and	
variance	is	μgi(1+μgiϕg).	For	differential	
expression	analysis,	the	parameters	of	interest	
are	pgj and	inferred	by	fitting	model	to	data Mipgj =	r	



Read	count	comparison	through	modeling	using	the	negative	binomial	distribution	
is	implemented	in	the	EdgeR and	DESeq R	packages	in	Bioconductor.

Summarize	read	counts

Take	count	data	as	input:	

Read	counts



Data	normalization	(count	data)
Normalize	across	samples:	weighted	trimmed	mean	of	the	log	expression	ratios	
- trimmed	mean	of	M	values	(TMM)

Robinson	and	Oshlack Genome	Biology	2010,	11:R25

By	default,	Mg values	trimmed	by	30%	and	the	Ag values	by	5%

Mg – log2	expression	ratio
Ag – absolute	expression	value



Using	the	Negative	Binomial	Model	to	Test	for	
Differential	Expression

• Assume	dispersion	parameters	are	identical	
between	samples	

• Test	for	difference	of	means	using	Likelihood	
Ratio	Test
– 2	log(	P(p1 |	ϕ1)	P(p2 |ϕ2)	/	P((p1,	p2 )	|	ϕ )	)	~	c2



Test	differential	expression	for	count	data
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RNA-seq is a high-throughput sequencing assay that can be used for 
both discovery and quantification of transcripts in a single experi-
ment1–4. Recent studies have shown RNA-seq to be more accurate 
over a larger dynamic range of gene expression than expression 
microarrays5,6. Relating genetic variation and epigenetic state to 
transcriptional and post-transcriptional regulation is a major goal 
in many large-scale genomic analyses. RNA-seq has become a vital 
component in these efforts, several of which have implicated alter-
native splicing and isoform selection as determinants of cell type 
and specificity7–12. Moreover, many genes have a large genomic 
‘footprint’, with numerous splice variants, promoters and protein 
products. Determining how isoform selection and diversity is regu-
lated requires measuring changes in the expression of individual 
transcripts. In this work we describe an algorithm to robustly track 
the dynamics of transcript expression. (We use transcript and iso-
form interchangeably, and refer to a single RNA species that may 
be the product of an alternatively spliced gene. Gene refers to a 
set of one or more transcripts that share some amount of sequence  
in common.)

Current RNA-seq differential analysis methods focus on tackling 
one of two major challenges. The first is accurately deriving gene 
and isoform expression values from raw sequencing reads, which 
requires statistical computations at isoform-level resolution3,13–16. 
The second is accounting for variability in measurements across 
biological replicates of an experiment17–22. To our knowledge,  
no algorithm has rigorously addressed both problems simultaneously 
for genes and transcripts. Although in some cases methods for mea-
surement of expression at isoform-level resolution partly address the 
differential analysis problem3,14,23, they ignore the issue of variability 

across biological replicates, leading to over-prediction of differentially 
abundant transcripts and high false-positive rates. A recent method 
modeled variability in transcript-level but not gene-level expression24. 
Methods to control for variability in gene expression across replicates 
have been focused mainly on controlling for variability in the raw read 
data, but they miss key aspects of accurately transforming reads into 
gene expression values. Alternative splicing and repetitive regions 
introduce uncertainty into gene expression measurements, and fail-
ing to control for this uncertainty can introduce errors during dif-
ferential analysis. A recent method for assessing differential splicing 
was focused on biological variability in inclusion rates for individual 
exons, but the approach did not extend to complete transcripts25. 
Thus, methods for differential analysis of RNA-seq have yet to accu-
rately control for key sources of variability at gene- and transcript-
level resolution simultaneously, and therefore do not realize the full 
potential of the assay to capture transcriptome dynamics.

Here we introduce Cuffdiff 2, which addresses both problems 
simultaneously by modeling variability in the number of fragments 
generated by each transcript across replicates. (We use the term 
fragment to refer to an RNA-Seq library fragment, which may be 
sequenced at one or both ends.) Cuffdiff 2 generates more accurate 
transcript-resolution estimates of changes in gene expression, com-
pared with existing approaches, and is accurate over a wide range 
of RNA-seq designs, including those done on benchtop sequencers 
such as the Illumina MiSeq. We use Cuffdiff 2 to assess the response 
to knockdown of HOXA1, a member of a highly conserved family of 
transcription factors that establish body plan organization during 
development26. We show that HOXA1 is required for the survival 
of adult fibroblasts and HeLa cells. Cuffdiff 2 identified genes that 

Differential analysis of gene regulation at transcript 
resolution with RNA-seq
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 displayed altered inclusion of key features, such as DNA binding 
regions, in their protein products.

RESULTS
Raw fragment counts inaccurately estimate changes in expression
Early methods for quantifying gene expression from RNA-seq data 
work by counting the sequencing library fragments that map to the 
exons of each gene and dividing the count for each gene by a scal-
ing factor based on the length of the exons. Expression levels esti-
mated using such approaches are less accurate than later methods27, 
which calculate a gene’s expression level by adding the expression 
values of its alternative isoforms3,16. We refer to the former as ‘raw 
count’ methods and the latter as ‘isoform deconvolution’ methods. 
Current tools for differential gene expression analysis use the raw 
count method, equating the change in a gene’s expression levels with 
the change in the number of fragments originating from it between 
conditions17,20,21,28.

Because the raw count method is not always accurate when calculat-
ing gene expression in a single library, we hypothesized that it would 
be inaccurate when comparing libraries. Simple examples of hypo-
thetical, alternatively spliced genes showed that the change in expres-
sion could be drastically different from the change in raw read count 
(Fig. 1 ). We compared expression levels from two popular raw count 
schemes to changes in gene expression in simulation experiments. 
When all of a gene’s isoforms are up- or downregulated between two 
conditions, raw count methods recover true change in gene expres-
sion. However, when some isoforms are upregulated and others 
downregulated, raw count methods are inaccurate (Supplementary 
Fig. 1 ). In contrast, gene expression levels calculated by isoform 
deconvolution correlated well with true gene expression even when 
relative abundance of the isoforms changed between conditions. Thus, 
identifying accurate, statistically significant expression changes at the 
resolution level of genes requires transcript-level calculations.

Cuffdiff 2
Cuffdiff 2 assumes that the expression of a transcript in each condi-
tion can be measured by counting the number of fragments generated 
by it. Thus, a change in the expression level of a transcript is measured 
by comparing its fragment count in each condition. If the chance of 
seeing a change in this count is small enough under an appropriate 
statistical model of the inherent variability in this count (say with 
odds of 1 in 100), the transcript is deemed significantly differentially 
expressed. Choosing a model that adequately controls for variability  
in sequencing depth, biological noise and splicing structure has 
been the subject of debate19. Under one of the simplest models, the 
Poisson model, the variability is estimated by calculating the mean 
count across replicates, which allows one to calculate a P-value for 
any observed changes in a transcript’s fragment count.

The Poisson model is computationally simple, but it fails to account 
for two key issues that arise in differential analysis—count uncertainty 
and count overdispersion. Count uncertainty refers to the observa-
tion that in RNA-seq experiments it is common for up to 50% of 
reads to map ambiguously to different transcripts29. This happens 
because in higher eukaryotes alternative isoforms of most genes share 
large amounts of sequence, and many genes have paralogs with high 
sequence similarity. As a result, the fragment counts for individual 
transcripts cannot be calculated exactly and must be estimated. Count 
overdispersion refers to the fact that experiments that produce count 
data are often more variable across replicates than what is expected 
according to a Poisson distribution17,20.

Our method (Fig. 2 ) addresses both of these issues by modeling 
how variability in measurements of a transcript’s fragment count 
depends on both its expression and its splicing structure. Previous 
studies observed that overdispersion in RNA-seq experiments 
increases with expression and proposed the negative binomial dis-
tribution as a means of controlling for it17,22. In contrast, ambiguity 
in mapping fragments to transcripts manifests itself in measurement 
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Figure 1 Changes in fragment count for a gene does not necessarily equal a change in expression. (a) Simple read-counting schemes sum the fragments 
incident on a gene’s exons. The exon-union model counts reads falling on any of a gene’s exons, whereas the exon-intersection model counts only reads 
on constitutive exons. (b) Both of the exon-union and exon-intersection counting schemes may incorrectly estimate a change in expression in genes with 
multiple isoforms. The true expression is estimated by the sum of the length-normalized isoform read counts. The discrepancy between a change in the union 
or intersection count and a change in gene expression is driven by a change in the abundance of the isoforms with respect to one another. In the top row, 
the gene generates the same number of reads in conditions A and B, but in condition B, all of the reads come from the shorter of the two isoforms, and thus 
the true expression for the gene is higher in condition B. The intersection count scheme underestimates the true change in gene expression, and the union 
scheme fails to detect the change entirely. In the middle row, the intersection count fails to detect a change driven by a shift in the dominant isoform for the 
gene. The union scheme detects a shift in the wrong direction. In the bottom row, the gene’s expression is constant, but the isoforms undergo a complete 
switch between conditions A and B. Both simplified counting schemes register a change in count that does not reflect a change in gene expression.

Changes	in	fragment	count	for	a	gene	does	not	
necessarily	equal	a	change	in	expression!
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uncertainty and error, and depends largely on splicing structure. 
Cuffdiff 2 determines the degree of overdispersion in this mixture 
by globally fitting the observed variance in fragment counts as a 
function of the mean across replicates (Supplementary Fig. 2). The 
algorithm then estimates the number of fragments that originated 
from each transcript, as previously described3,30. Next, it combines 
the uncertainty in each transcript’s fragment count with the over-
dispersion predicted to exist for that count by the global model of 
cross-replicate variability. Cuffdiff 2 estimates uncertainty by calcu-
lating the confidence that each fragment is correctly assigned to the 
transcript that generated it; transcripts with more shared exons and 
few uniquely assigned fragments will have greater uncertainty. The 
algorithm captures uncertainty in a transcript’s fragment count as a 
beta distribution and the overdispersion in this count with a negative 
binomial, and mixes the distributions together. The resulting mixture 
is a beta negative binomial distribution that reflects both sources of 
variability in an isoform’s measured expression level.

Cuffdiff 2 estimates expression at gene- and transcript-level resolu-
tion, the variance in the expression levels and the covariances between 
isoforms of the same gene from replicate experiments. This allows it to 

accurately estimate gene expression and perform differential analysis 
at gene-level resolution without encountering the limitations inherent 
in the raw count methods discussed above. The software reports to 
the user the change in expression for each gene and transcript, along 
with statistical significance scores for these changes.

Response to loss of HOXA1 at gene- and transcript-level resolution
To demonstrate the effectiveness of transcript-resolution RNA-seq 
analysis, we selected a biological problem arising from an ongoing 
study of the role of HOX gene function in adult cells. Genes in the 
HOXA cluster, which are critical for proper body patterning dur-
ing development, have spatial expression patterns in adult cells that 
identify their anatomic origin31. Whether this expression pattern is 
functionally relevant in adult cell types has been so far unanswered.

We performed RNA interference (RNAi)-mediated knockdown 
of HOXA1 in human primary lung fibroblasts, where HOXA1 was 
depleted using a pool of four short interfering RNAs (siRNAs) target-
ing HOXA1 designed to minimize off-target effects. We controlled for 
a nonspecific RNAi response by comparing HOXA1-depleted fibro-
blasts against cells treated with a pool of scrambled siRNAs that do not 
target a specific gene. We isolated total RNA in biological triplicate 
48 h after transfection. Sequencing of the poly-A–selected fraction 
on an Illumina HiSeq 2000 yielded >231 million 100-bp paired-end 
RNA-seq reads. The same RNA was labeled and hybridized to Agilent 
SurePrint G3 Gene Expression arrays (Online Methods).

Cuffdiff 2–derived changes in gene expression in response to 
HOXA1 knockdown strongly agreed with values from microarrays 
(Spearman correlation = 0.85), consistent with previous compari-
sons2,5 (Fig. 3a and Supplementary Fig. 3). Changes in multi-isoform 
gene expression calculated by Cuffdiff 2 improved concordance 
with the array measurements by 15% compared with the change 
in raw count (Fig. 3b and Supplementary Figs. 4 and 5). The dis-
crepancy between raw count and Cuffdiff 2 measurements of gene  
expression tended to be higher for genes where alternative isoforms 
shift in expression relative to one another, a phenomenon we term 
‘isoform switching’. (Supplementary Figs. 6 and 7).

Cuffdiff 2 returned far more statistically significant differentially 
expressed genes than microarray analysis. Cuffdiff 2’s differentially 
expressed genes contained 623 of the 745 (84%) reported by the arrays, 
along with an additional 4,138 genes (false-discovery rate (FDR) <1%). 
Moreover, Cuffdiff 2 was highly concordant with the popular count-based 
tools, with >94% of genes reported as differentially expressed also identi-
fied by the popular raw-count methods DESeq or edgeR (Fig. 3c).

Cuffdiff 2 detected expression for 16,278 of 69,202 (38%) tran-
scripts in the annotated transcriptome (UCSC hg19 coding genes; 
http://genome.ucsc.edu/), and identified an average of 1.15 differ-
entially expressed transcripts per differentially expressed gene in 
response to loss of HOXA1. Alternative isoform abundances rela-
tive to one another were maintained in most genes, with only 170 
genes undergoing significant (FDR a 1%) differential splicing, coding 
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Figure 2 An overview of the Cuffdiff 2 approach to isoform-level 
differential analysis of RNA-seq data. (1) The variability in fragment count 
for each gene across replicates is modeled. (2) The fragment count for 
each isoform is estimated in each replicate, along with (3) a measure 
of uncertainty in this estimate arising from ambiguously mapped reads, 
which are extremely prevalent in alternatively spliced transcriptomes. 
(4) The algorithm combines estimates of uncertainty and cross-replicate 
variability under a beta negative binomial model of fragment count 
variability to estimate count variances for each transcript in each library. 
(5) These variance estimates are used during statistical testing to report 
significantly differentially expressed genes and transcripts.

(1) The	variability	in	fragment	
count	for	each	gene	across	
replicates	is	modeled.	

(2) The	fragment	count	for	each	
isoform	is	estimated	in	each	
replicate.

Cuffdiff2	program
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RNA-seq is a high-throughput sequencing assay that can be used for 
both discovery and quantification of transcripts in a single experi-
ment1–4. Recent studies have shown RNA-seq to be more accurate 
over a larger dynamic range of gene expression than expression 
microarrays5,6. Relating genetic variation and epigenetic state to 
transcriptional and post-transcriptional regulation is a major goal 
in many large-scale genomic analyses. RNA-seq has become a vital 
component in these efforts, several of which have implicated alter-
native splicing and isoform selection as determinants of cell type 
and specificity7–12. Moreover, many genes have a large genomic 
‘footprint’, with numerous splice variants, promoters and protein 
products. Determining how isoform selection and diversity is regu-
lated requires measuring changes in the expression of individual 
transcripts. In this work we describe an algorithm to robustly track 
the dynamics of transcript expression. (We use transcript and iso-
form interchangeably, and refer to a single RNA species that may 
be the product of an alternatively spliced gene. Gene refers to a 
set of one or more transcripts that share some amount of sequence  
in common.)

Current RNA-seq differential analysis methods focus on tackling 
one of two major challenges. The first is accurately deriving gene 
and isoform expression values from raw sequencing reads, which 
requires statistical computations at isoform-level resolution3,13–16. 
The second is accounting for variability in measurements across 
biological replicates of an experiment17–22. To our knowledge,  
no algorithm has rigorously addressed both problems simultaneously 
for genes and transcripts. Although in some cases methods for mea-
surement of expression at isoform-level resolution partly address the 
differential analysis problem3,14,23, they ignore the issue of variability 

across biological replicates, leading to over-prediction of differentially 
abundant transcripts and high false-positive rates. A recent method 
modeled variability in transcript-level but not gene-level expression24. 
Methods to control for variability in gene expression across replicates 
have been focused mainly on controlling for variability in the raw read 
data, but they miss key aspects of accurately transforming reads into 
gene expression values. Alternative splicing and repetitive regions 
introduce uncertainty into gene expression measurements, and fail-
ing to control for this uncertainty can introduce errors during dif-
ferential analysis. A recent method for assessing differential splicing 
was focused on biological variability in inclusion rates for individual 
exons, but the approach did not extend to complete transcripts25. 
Thus, methods for differential analysis of RNA-seq have yet to accu-
rately control for key sources of variability at gene- and transcript-
level resolution simultaneously, and therefore do not realize the full 
potential of the assay to capture transcriptome dynamics.

Here we introduce Cuffdiff 2, which addresses both problems 
simultaneously by modeling variability in the number of fragments 
generated by each transcript across replicates. (We use the term 
fragment to refer to an RNA-Seq library fragment, which may be 
sequenced at one or both ends.) Cuffdiff 2 generates more accurate 
transcript-resolution estimates of changes in gene expression, com-
pared with existing approaches, and is accurate over a wide range 
of RNA-seq designs, including those done on benchtop sequencers 
such as the Illumina MiSeq. We use Cuffdiff 2 to assess the response 
to knockdown of HOXA1, a member of a highly conserved family of 
transcription factors that establish body plan organization during 
development26. We show that HOXA1 is required for the survival 
of adult fibroblasts and HeLa cells. Cuffdiff 2 identified genes that 
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(3)	a	measure	of	uncertainty	in	fragment	count	arising	from	ambiguously	mapped	reads	is	
estimated.	

(4)	The	algorithm	combines	estimates	of	uncertainty	and	cross-replicate	variability	under	a	beta	
negative	binomial	model	of	fragment	count	variability	to	estimate	count	variances	for	each	
transcript	in	each	library.
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uncertainty and error, and depends largely on splicing structure. 
Cuffdiff 2 determines the degree of overdispersion in this mixture 
by globally fitting the observed variance in fragment counts as a 
function of the mean across replicates (Supplementary Fig. 2). The 
algorithm then estimates the number of fragments that originated 
from each transcript, as previously described3,30. Next, it combines 
the uncertainty in each transcript’s fragment count with the over-
dispersion predicted to exist for that count by the global model of 
cross-replicate variability. Cuffdiff 2 estimates uncertainty by calcu-
lating the confidence that each fragment is correctly assigned to the 
transcript that generated it; transcripts with more shared exons and 
few uniquely assigned fragments will have greater uncertainty. The 
algorithm captures uncertainty in a transcript’s fragment count as a 
beta distribution and the overdispersion in this count with a negative 
binomial, and mixes the distributions together. The resulting mixture 
is a beta negative binomial distribution that reflects both sources of 
variability in an isoform’s measured expression level.

Cuffdiff 2 estimates expression at gene- and transcript-level resolu-
tion, the variance in the expression levels and the covariances between 
isoforms of the same gene from replicate experiments. This allows it to 

accurately estimate gene expression and perform differential analysis 
at gene-level resolution without encountering the limitations inherent 
in the raw count methods discussed above. The software reports to 
the user the change in expression for each gene and transcript, along 
with statistical significance scores for these changes.

Response to loss of HOXA1 at gene- and transcript-level resolution
To demonstrate the effectiveness of transcript-resolution RNA-seq 
analysis, we selected a biological problem arising from an ongoing 
study of the role of HOX gene function in adult cells. Genes in the 
HOXA cluster, which are critical for proper body patterning dur-
ing development, have spatial expression patterns in adult cells that 
identify their anatomic origin31. Whether this expression pattern is 
functionally relevant in adult cell types has been so far unanswered.

We performed RNA interference (RNAi)-mediated knockdown 
of HOXA1 in human primary lung fibroblasts, where HOXA1 was 
depleted using a pool of four short interfering RNAs (siRNAs) target-
ing HOXA1 designed to minimize off-target effects. We controlled for 
a nonspecific RNAi response by comparing HOXA1-depleted fibro-
blasts against cells treated with a pool of scrambled siRNAs that do not 
target a specific gene. We isolated total RNA in biological triplicate 
48 h after transfection. Sequencing of the poly-A–selected fraction 
on an Illumina HiSeq 2000 yielded >231 million 100-bp paired-end 
RNA-seq reads. The same RNA was labeled and hybridized to Agilent 
SurePrint G3 Gene Expression arrays (Online Methods).

Cuffdiff 2–derived changes in gene expression in response to 
HOXA1 knockdown strongly agreed with values from microarrays 
(Spearman correlation = 0.85), consistent with previous compari-
sons2,5 (Fig. 3a and Supplementary Fig. 3). Changes in multi-isoform 
gene expression calculated by Cuffdiff 2 improved concordance 
with the array measurements by 15% compared with the change 
in raw count (Fig. 3b and Supplementary Figs. 4 and 5). The dis-
crepancy between raw count and Cuffdiff 2 measurements of gene  
expression tended to be higher for genes where alternative isoforms 
shift in expression relative to one another, a phenomenon we term 
‘isoform switching’. (Supplementary Figs. 6 and 7).

Cuffdiff 2 returned far more statistically significant differentially 
expressed genes than microarray analysis. Cuffdiff 2’s differentially 
expressed genes contained 623 of the 745 (84%) reported by the arrays, 
along with an additional 4,138 genes (false-discovery rate (FDR) <1%). 
Moreover, Cuffdiff 2 was highly concordant with the popular count-based 
tools, with >94% of genes reported as differentially expressed also identi-
fied by the popular raw-count methods DESeq or edgeR (Fig. 3c).

Cuffdiff 2 detected expression for 16,278 of 69,202 (38%) tran-
scripts in the annotated transcriptome (UCSC hg19 coding genes; 
http://genome.ucsc.edu/), and identified an average of 1.15 differ-
entially expressed transcripts per differentially expressed gene in 
response to loss of HOXA1. Alternative isoform abundances rela-
tive to one another were maintained in most genes, with only 170 
genes undergoing significant (FDR a 1%) differential splicing, coding 
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Figure 2 An overview of the Cuffdiff 2 approach to isoform-level 
differential analysis of RNA-seq data. (1) The variability in fragment count 
for each gene across replicates is modeled. (2) The fragment count for 
each isoform is estimated in each replicate, along with (3) a measure 
of uncertainty in this estimate arising from ambiguously mapped reads, 
which are extremely prevalent in alternatively spliced transcriptomes. 
(4) The algorithm combines estimates of uncertainty and cross-replicate 
variability under a beta negative binomial model of fragment count 
variability to estimate count variances for each transcript in each library. 
(5) These variance estimates are used during statistical testing to report 
significantly differentially expressed genes and transcripts.
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RNA-seq is a high-throughput sequencing assay that can be used for 
both discovery and quantification of transcripts in a single experi-
ment1–4. Recent studies have shown RNA-seq to be more accurate 
over a larger dynamic range of gene expression than expression 
microarrays5,6. Relating genetic variation and epigenetic state to 
transcriptional and post-transcriptional regulation is a major goal 
in many large-scale genomic analyses. RNA-seq has become a vital 
component in these efforts, several of which have implicated alter-
native splicing and isoform selection as determinants of cell type 
and specificity7–12. Moreover, many genes have a large genomic 
‘footprint’, with numerous splice variants, promoters and protein 
products. Determining how isoform selection and diversity is regu-
lated requires measuring changes in the expression of individual 
transcripts. In this work we describe an algorithm to robustly track 
the dynamics of transcript expression. (We use transcript and iso-
form interchangeably, and refer to a single RNA species that may 
be the product of an alternatively spliced gene. Gene refers to a 
set of one or more transcripts that share some amount of sequence  
in common.)

Current RNA-seq differential analysis methods focus on tackling 
one of two major challenges. The first is accurately deriving gene 
and isoform expression values from raw sequencing reads, which 
requires statistical computations at isoform-level resolution3,13–16. 
The second is accounting for variability in measurements across 
biological replicates of an experiment17–22. To our knowledge,  
no algorithm has rigorously addressed both problems simultaneously 
for genes and transcripts. Although in some cases methods for mea-
surement of expression at isoform-level resolution partly address the 
differential analysis problem3,14,23, they ignore the issue of variability 

across biological replicates, leading to over-prediction of differentially 
abundant transcripts and high false-positive rates. A recent method 
modeled variability in transcript-level but not gene-level expression24. 
Methods to control for variability in gene expression across replicates 
have been focused mainly on controlling for variability in the raw read 
data, but they miss key aspects of accurately transforming reads into 
gene expression values. Alternative splicing and repetitive regions 
introduce uncertainty into gene expression measurements, and fail-
ing to control for this uncertainty can introduce errors during dif-
ferential analysis. A recent method for assessing differential splicing 
was focused on biological variability in inclusion rates for individual 
exons, but the approach did not extend to complete transcripts25. 
Thus, methods for differential analysis of RNA-seq have yet to accu-
rately control for key sources of variability at gene- and transcript-
level resolution simultaneously, and therefore do not realize the full 
potential of the assay to capture transcriptome dynamics.

Here we introduce Cuffdiff 2, which addresses both problems 
simultaneously by modeling variability in the number of fragments 
generated by each transcript across replicates. (We use the term 
fragment to refer to an RNA-Seq library fragment, which may be 
sequenced at one or both ends.) Cuffdiff 2 generates more accurate 
transcript-resolution estimates of changes in gene expression, com-
pared with existing approaches, and is accurate over a wide range 
of RNA-seq designs, including those done on benchtop sequencers 
such as the Illumina MiSeq. We use Cuffdiff 2 to assess the response 
to knockdown of HOXA1, a member of a highly conserved family of 
transcription factors that establish body plan organization during 
development26. We show that HOXA1 is required for the survival 
of adult fibroblasts and HeLa cells. Cuffdiff 2 identified genes that 
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uncertainty and error, and depends largely on splicing structure. 
Cuffdiff 2 determines the degree of overdispersion in this mixture 
by globally fitting the observed variance in fragment counts as a 
function of the mean across replicates (Supplementary Fig. 2). The 
algorithm then estimates the number of fragments that originated 
from each transcript, as previously described3,30. Next, it combines 
the uncertainty in each transcript’s fragment count with the over-
dispersion predicted to exist for that count by the global model of 
cross-replicate variability. Cuffdiff 2 estimates uncertainty by calcu-
lating the confidence that each fragment is correctly assigned to the 
transcript that generated it; transcripts with more shared exons and 
few uniquely assigned fragments will have greater uncertainty. The 
algorithm captures uncertainty in a transcript’s fragment count as a 
beta distribution and the overdispersion in this count with a negative 
binomial, and mixes the distributions together. The resulting mixture 
is a beta negative binomial distribution that reflects both sources of 
variability in an isoform’s measured expression level.

Cuffdiff 2 estimates expression at gene- and transcript-level resolu-
tion, the variance in the expression levels and the covariances between 
isoforms of the same gene from replicate experiments. This allows it to 

accurately estimate gene expression and perform differential analysis 
at gene-level resolution without encountering the limitations inherent 
in the raw count methods discussed above. The software reports to 
the user the change in expression for each gene and transcript, along 
with statistical significance scores for these changes.

Response to loss of HOXA1 at gene- and transcript-level resolution
To demonstrate the effectiveness of transcript-resolution RNA-seq 
analysis, we selected a biological problem arising from an ongoing 
study of the role of HOX gene function in adult cells. Genes in the 
HOXA cluster, which are critical for proper body patterning dur-
ing development, have spatial expression patterns in adult cells that 
identify their anatomic origin31. Whether this expression pattern is 
functionally relevant in adult cell types has been so far unanswered.

We performed RNA interference (RNAi)-mediated knockdown 
of HOXA1 in human primary lung fibroblasts, where HOXA1 was 
depleted using a pool of four short interfering RNAs (siRNAs) target-
ing HOXA1 designed to minimize off-target effects. We controlled for 
a nonspecific RNAi response by comparing HOXA1-depleted fibro-
blasts against cells treated with a pool of scrambled siRNAs that do not 
target a specific gene. We isolated total RNA in biological triplicate 
48 h after transfection. Sequencing of the poly-A–selected fraction 
on an Illumina HiSeq 2000 yielded >231 million 100-bp paired-end 
RNA-seq reads. The same RNA was labeled and hybridized to Agilent 
SurePrint G3 Gene Expression arrays (Online Methods).

Cuffdiff 2–derived changes in gene expression in response to 
HOXA1 knockdown strongly agreed with values from microarrays 
(Spearman correlation = 0.85), consistent with previous compari-
sons2,5 (Fig. 3a and Supplementary Fig. 3). Changes in multi-isoform 
gene expression calculated by Cuffdiff 2 improved concordance 
with the array measurements by 15% compared with the change 
in raw count (Fig. 3b and Supplementary Figs. 4 and 5). The dis-
crepancy between raw count and Cuffdiff 2 measurements of gene  
expression tended to be higher for genes where alternative isoforms 
shift in expression relative to one another, a phenomenon we term 
‘isoform switching’. (Supplementary Figs. 6 and 7).

Cuffdiff 2 returned far more statistically significant differentially 
expressed genes than microarray analysis. Cuffdiff 2’s differentially 
expressed genes contained 623 of the 745 (84%) reported by the arrays, 
along with an additional 4,138 genes (false-discovery rate (FDR) <1%). 
Moreover, Cuffdiff 2 was highly concordant with the popular count-based 
tools, with >94% of genes reported as differentially expressed also identi-
fied by the popular raw-count methods DESeq or edgeR (Fig. 3c).

Cuffdiff 2 detected expression for 16,278 of 69,202 (38%) tran-
scripts in the annotated transcriptome (UCSC hg19 coding genes; 
http://genome.ucsc.edu/), and identified an average of 1.15 differ-
entially expressed transcripts per differentially expressed gene in 
response to loss of HOXA1. Alternative isoform abundances rela-
tive to one another were maintained in most genes, with only 170 
genes undergoing significant (FDR a 1%) differential splicing, coding 
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Figure 2 An overview of the Cuffdiff 2 approach to isoform-level 
differential analysis of RNA-seq data. (1) The variability in fragment count 
for each gene across replicates is modeled. (2) The fragment count for 
each isoform is estimated in each replicate, along with (3) a measure 
of uncertainty in this estimate arising from ambiguously mapped reads, 
which are extremely prevalent in alternatively spliced transcriptomes. 
(4) The algorithm combines estimates of uncertainty and cross-replicate 
variability under a beta negative binomial model of fragment count 
variability to estimate count variances for each transcript in each library. 
(5) These variance estimates are used during statistical testing to report 
significantly differentially expressed genes and transcripts.

(5)	These	variance	estimates	are	used	during	statistical	testing	to	report	significantly	
differentially	expressed	genes	and	transcripts	(log2	transformed	ratio/variance	of	
log2	transformed	ratio	- follows	normal	distribution).
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RNA-seq is a high-throughput sequencing assay that can be used for 
both discovery and quantification of transcripts in a single experi-
ment1–4. Recent studies have shown RNA-seq to be more accurate 
over a larger dynamic range of gene expression than expression 
microarrays5,6. Relating genetic variation and epigenetic state to 
transcriptional and post-transcriptional regulation is a major goal 
in many large-scale genomic analyses. RNA-seq has become a vital 
component in these efforts, several of which have implicated alter-
native splicing and isoform selection as determinants of cell type 
and specificity7–12. Moreover, many genes have a large genomic 
‘footprint’, with numerous splice variants, promoters and protein 
products. Determining how isoform selection and diversity is regu-
lated requires measuring changes in the expression of individual 
transcripts. In this work we describe an algorithm to robustly track 
the dynamics of transcript expression. (We use transcript and iso-
form interchangeably, and refer to a single RNA species that may 
be the product of an alternatively spliced gene. Gene refers to a 
set of one or more transcripts that share some amount of sequence  
in common.)

Current RNA-seq differential analysis methods focus on tackling 
one of two major challenges. The first is accurately deriving gene 
and isoform expression values from raw sequencing reads, which 
requires statistical computations at isoform-level resolution3,13–16. 
The second is accounting for variability in measurements across 
biological replicates of an experiment17–22. To our knowledge,  
no algorithm has rigorously addressed both problems simultaneously 
for genes and transcripts. Although in some cases methods for mea-
surement of expression at isoform-level resolution partly address the 
differential analysis problem3,14,23, they ignore the issue of variability 

across biological replicates, leading to over-prediction of differentially 
abundant transcripts and high false-positive rates. A recent method 
modeled variability in transcript-level but not gene-level expression24. 
Methods to control for variability in gene expression across replicates 
have been focused mainly on controlling for variability in the raw read 
data, but they miss key aspects of accurately transforming reads into 
gene expression values. Alternative splicing and repetitive regions 
introduce uncertainty into gene expression measurements, and fail-
ing to control for this uncertainty can introduce errors during dif-
ferential analysis. A recent method for assessing differential splicing 
was focused on biological variability in inclusion rates for individual 
exons, but the approach did not extend to complete transcripts25. 
Thus, methods for differential analysis of RNA-seq have yet to accu-
rately control for key sources of variability at gene- and transcript-
level resolution simultaneously, and therefore do not realize the full 
potential of the assay to capture transcriptome dynamics.

Here we introduce Cuffdiff 2, which addresses both problems 
simultaneously by modeling variability in the number of fragments 
generated by each transcript across replicates. (We use the term 
fragment to refer to an RNA-Seq library fragment, which may be 
sequenced at one or both ends.) Cuffdiff 2 generates more accurate 
transcript-resolution estimates of changes in gene expression, com-
pared with existing approaches, and is accurate over a wide range 
of RNA-seq designs, including those done on benchtop sequencers 
such as the Illumina MiSeq. We use Cuffdiff 2 to assess the response 
to knockdown of HOXA1, a member of a highly conserved family of 
transcription factors that establish body plan organization during 
development26. We show that HOXA1 is required for the survival 
of adult fibroblasts and HeLa cells. Cuffdiff 2 identified genes that 
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DNA sequence use or promoter preference. Splicing complexity has 
been reported to be higher in stem cells32 than in differentiated cell 
types, and through isoform ‘specialization’ to be reduced during lin-
eage commitment. We compared human lung fibroblasts to human 
embryonic stem cells (ESCs). Cuffdiff 2 detected more differentially 
expressed transcripts (1.35 differentially expressed transcripts per 
differentially expressed gene) and higher overall splicing complexity 
than in lung fibroblasts. The relative abundance of major isoforms 
in ESCs contributed less to overall gene expression than major iso-
forms in fibroblasts, consistent with increased isoform specialization 
in fibroblasts (Fig. 3d,e).

Cuffdiff 2 is accurate over a wide range of experimental designs
To establish the accuracy of expression changes reported by Cuffdiff 2,  
we next analyzed published RNA-seq data with matched quantitative 
(q)PCR measurements. Analysis of the microarray quality control 
data confirmed that Cuffdiff 2, DESeq and edgeR all produce accurate 
measures of fold change. DESeq and edgeR report more genes overall 

as being differentially expressed than does Cuffdiff 2, most of which 
have small fold changes or very low sequencing depth, consistent 
with Cuffdiff 2’s control for variance in expression owing to fragment 
count uncertainty. On another RNA-seq data set, Cuffdiff 2 returned 
changes in transcript-level expression concordant with both RSEM 
and ALEXA-Seq, which estimate isoform expression levels in indi-
vidual RNA-seq samples, and confirmed by a matched exon-specific 
qPCR data set (Supplementary Figs. 7–10).

Depth of sequencing, read length and 
number of experimental replicates are major 
determinants of cost in RNA-seq experiments. 
To assess tradeoffs in accuracy versus cost 
under different experimental designs, we 
designed a test framework to simulate sequenc-
ing. We perturbed 1,000 randomly selected 
multi-isoform genes from the fibroblast data 
by modulating expression of individual tran-
scripts and then simulated RNA-seq before and 
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DNA sequence use or promoter preference. Splicing complexity has 
been reported to be higher in stem cells32 than in differentiated cell 
types, and through isoform ‘specialization’ to be reduced during lin-
eage commitment. We compared human lung fibroblasts to human 
embryonic stem cells (ESCs). Cuffdiff 2 detected more differentially 
expressed transcripts (1.35 differentially expressed transcripts per 
differentially expressed gene) and higher overall splicing complexity 
than in lung fibroblasts. The relative abundance of major isoforms 
in ESCs contributed less to overall gene expression than major iso-
forms in fibroblasts, consistent with increased isoform specialization 
in fibroblasts (Fig. 3d,e).

Cuffdiff 2 is accurate over a wide range of experimental designs
To establish the accuracy of expression changes reported by Cuffdiff 2,  
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Fold	changes	in	multi-isoform	gene	expression	
measured	by RNA-seq and	microarrays	are	
highly	concordant	(Spearman	correlation	=	
0.86)

Computing	gene	expression	by	isoform	
deconvolution instead	of	by	fold	change	in	
gene-level	fragment	counts	improves	
agreement	with	microarrays.	



Different	statistical	methods	of	analysis	can	identify	different	genes

identified DGE increases to 49% (purple portion of the pie
charts of Figure 3C) of the 364 genes uniquely identified
from microarray data and 54% (purple portion of the pie
charts of Figure 3C) of the 512 genes that uniquely
identified from RNA-seq. Low expression genes also
caused inconsistencies in DGE identifications, !6–7%
(green portion of the pie charts of Figure 3C) of
uniquely identified DGE from only microarray data (364
genes), the common of the three aligners (512 genes) and
Gsnap aligner (278 genes). Around 17–18% (dodger blue
portion of the pie charts of Figure 3C) of the
inconsistencies were due to SNVs or/and indels in the
microarray probes. 278 genes were uniquely identified as
DGE using the Gsnap aligner, probably indicating differ-
ent read-map performance compared with the other
aligners. Noticeably, >36% (light gray–blue in the pie
chart of Figure 3C) of the 278 genes contain SNVs or/
and indels in their ORFs, compared with the reference
genome S288c. Subsequently, in Figure 4, we further
address the inconsistencies by using our Transcriptome
Browser that allows direct visual comparison of the per-
formances of the different aligners to map ORF showing
genetic variations with the reference genome of the strain
S288c. An example of an ORF containing several SNVs

can be found in PHO11. In the Figure 4A, it is possible to
see that Gsnap has problem to map reads in the coding
region of PHO11. Only Stampy performed well in
mapping reads on the ORF that contains many indels
like YHL008C, as shown in Figure 4B. These results
indicate superior capabilities of seed-based method when
mapping reads on polymorphic region, in agreement with
what previously observed (57). Figure 4C instead reports
the good performance showed by TopHat in mapping
small exons such RPL26A that indicates the benefit of
spliced aligners.

De novo assembly versus reference mapping

An approach that can be used to sequence
RNA (or DNA) when a reference genome is not available
is de novo assembly (25–28). Using this approach might
also eliminate the effects of genetic variations between the
strains CEN.PK 113-7D and S288c that can potentially
influence read mapping results in detecting inappropriate
gene expression level estimation. For this purpose, we
also evaluated the use of de novo assembly. As shown in
Figure 5A, de novo assembly gave high reproducibility
among biological replicates, as indicated by the Pearson
correlation coefficient "0.98. The expression-based

Figure 3. Comparisons of number of DGE identified by different statistical methods of RNA-seq data and cross comparison with DGE identified
from microarray data. (A) Venn’s diagram of the comparison of differential gene expression based on RNA-seq data (result from Stampy aligner)
through five different statistical methods: Cuffdiff, DESeq, NOISeq, edgeR and baySeq. (B) Venn’s diagram of the cross comparison of differential
gene expression based on RNA-seq data (result from Stampy aligner) identified through Cuffdiff, NOISeq and DESeq method versus differential
gene expression from microarray data (see the other comparison in different method combination in Supplementary Figure S2.) (C) Venn’s diagram
of the cross comparison of DGE based on RNA-seq data identified through Cuffdiff method, using the three different aligners. The similar
comparison using baySeq, DESeq, edgeR and NOISeq are provided in Supplementary Figure S3. The potential factors underlying the differences
in genes identified with each method are presented as percentages pie chart. All Venn’s diagrams were built based on Q-value<1e#5 for all methods
except NOISeq P> 0.875 was used as the cut-off.
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General	considerations	of	large-scale	analyses

Multiple test correctionMultiple test correction

1. Bonferroni correction sets the significance cut-off at 
�/n. Too conservative.

2. False-discovery rate 6 controls the number of rejected y j
null hypotheses; 5% FDR means that among significant 
features 5% are truly nulls.



General	considerations	of	large-scale	analyses

False�Discovery�Rate�(FDR)False�Discovery�Rate�(FDR)

Bonferroni is�too�conservative when�many�of�y
the�effects�may�be�real.
What�we�want�in�microarray�analysis�is�the�y y
assurance�that�most of�the�genes�we�declare�as�
DE�really�are.

We�want�to�control�the�number�of�false�positives�
among�the�genes�we�select,�rather�than�among�all�
the genes on the chipthe�genes�on�the�chip.
This�proportion�is�known�as�the�false�discovery�
rate or�FDR.



Summary

1. RNA-seq analysis	is	based	on	assessing	expression	levels	using	read	counts
2. Accuracy	of	alignment	can	impact	result	of	expression	analysis
3. RNA-seq analysis	can	be	performed	even	for	species	without	reference	genome	

available
4. RNA-seq experiment:	design	– library	construction	– sequencing	– alignment	–

read	count	– differential	expression	analysis
5. RNA-seq reads	can	be	mapped	to	transcriptome or	to	reference	genome
6. Expression	level	can	be	summarized	using	read	counts	and	standardized	values	

(FPKM/RPKM),	CPM.
7. Statistical	methods	for	count	data	are	usually	different	from	methods	applied	

for	the	analysis	of	microarray	data	
8. Count	data	is	modeled	using	NB	distribution
9. Uncertainty	in	read	mapping	due	isoforms/paralogs can	be	modeled	(Cuffdiff2)
10. By	modeling	mean-variance	relationships	Voom allows	for	using	normal-based	

microarray	approaches	to	analyse RNA-seq data
11. Results	obtained	using	microarray	and	RNA-seq approaches	are	mostly	

consistent	in	spite	of	some	discrepancies	


